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Abstract

In this paper a model of a server which may undergo periods of sleep
when idle is presented using the Markovian process algebra PEPA. The
distributions used in this model are assumed to be of a phase type. This
model can be applied to the study of systems where the conservation of
energy is of particular concern, e.g. mobile devices or server farms. This
gives rise to a trade-o! between response time and power consumption
which is explored numerically.

1 Introduction

Queueing models involving various forms of server vacation have been studied
for many years. The case where a server can enter a sleep mode when the
queue is empty has recently taken on more relevance with growing interest
in power conservation. There are two broad areas where conserving power is
of interest. The first is mobile communications, where devices have a limited
battery life and prolonging the life of the battery is the principal performance
measure of interest. The second case is large scale systems, such as server farms
or computational grids, where there are many machines experiencing varying
service demands. In this situation it is considered advantageous to power down
a subset of the available servers at times of low demand in order to reduce costs,
whilst still maintaining an acceptable level of service quality.

The model presented here is related to a class of model sometimes referred to
as N-policy queues, first studied by Yadin and Noar [11]. A server enters a sleep
period when the queue becomes empty and remains sleeping until there have
been a su! cient number of arrivals (i.e. when the queue has N waiting jobs).
The server then wakes up and serves the jobs until the queue is empty. The
model in this paper is di" erent from earlier work on N-policy queues in that it
is assumed that turning the server o" and on takes time (and consumes power),
whereas in most previous studies (with the exception of [7]) it is assumed that
these transitions are instantaneous and cost free. A further implication for the
model of this assumption is that additional requests may arrive into the queue
whilst the server is powering up or powering down. A very small number of
other studies have also considered queues to have finite capacity, most notably
in relation to this paper is Wang et al [10].

In this paper a sleeping server model is specified using the Markovian process
algebra PEPA. A number of assumptions are made that enable this model to be
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analysed using the PEPA Workbench [3]: the queue is assumed to be Þnite, the
service, power up and power down time distributions are assumed to be of phase
type and the arrival distribution is assumed to be Markov modulated Poisson
to give bursty arrivals.

In the following section a brief overview is given of PEPA andhow it is used
to model phase type distributions. A more detailed description of the model and
its formal speciÞcation is then presented, followed by somenumerical results.
Finally some conclusions are presented along with some possible directions for
future work.

2 PEPA

A formal presentation of PEPA is given in [5], in this section a brief informal
summary is presented. PEPA, being a Markovian Process Algebra, only sup-
ports actions that occur with rates that are negative exponentially distributed.
SpeciÞcations written in PEPA represent Markov processes and can be mapped
to a continuous time Markov chain (CTMC). Systems are speciÞed in PEPA in
terms of activities and components. An activity ( ! , r) is described by thetype of
the activity, ! , and the rate of the associated negative exponential distribution,
r. This rate may be any positive real number, or given asunspeciÞedusing the
symbol !. The syntax for describing components is given as:

P ::= ( ! , r).P | P + Q | P/L | P !"
L

Q | A

The component (! , r).P performs the activity of type ! at rate r and then
behaves likeP . The component P + Q behaves either likeP or like Q, the
resultant behaviour being given by the Þrst activity to complete.

The componentP/L behaves exactly likeP except that the activities in the
setL are concealed, their type is not visible and instead appearsas the unknown
type " .

Concurrent components can be synchronised,P !"
L

Q, such that activities
in the cooperation setL involve the participation of both components. In PEPA
the shared activity occurs at the slowest of the rates of the participants and if
a rate is unspeciÞed in a component, the component is passivewith respect to
activities of that type. The parallel combinator ‖ is used as shorthand to denote
synchronisation with no shared activities, i.e.P‖Q ≡ P !"

!
Q. A

def
= P gives the

constant A the behaviour of the componentP .
In this paper we consider only models which are cyclic, that is, every deriva-

tive of components P and Q are reachable in the model descriptionP !"
L

Q.
Necessary conditions for a cyclic model may be deÞned on the component and
model deÞnitions without recourse to the entire state spaceof the model

2.1 Phase-type distributions

The exponential distribution is not always the most interesting to employ when
considering models of computer networks. In addition it is not necessarily the
most realistic for practical applications, particularly a rrival processes. Although
PEPA cannot be used to model general distributions, it can beused to specify
phase type distributions. Phase type distributions are distributions constructed
by combining multiple exponential random variables. Thesecan be used to
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approximate most general distributions and approximations can be constructed
using tools such asEMpht [1].

The Erlang distribution is a commonly used example of a phasetype dis-
tribution which consists of an exponential distribution repeated k times. The
PDF for the Erlang distribution is as follows:

f (x) =
! k xk−1e−! x

(k ! 1)!

In PEPA this is generally modelled as a ticking clock:

Clocki
def= ( tick, t).Clocki−1 , 1 < i " k

Clock1
def
= ( event, t).Clockk

Where t = k! . The Erlang distribution is generally used to approximate deter-
ministic events; the greater the value ofk (i.e. the more ticks) the more deter-
ministic the Erlang distribution becomes. However, it should also be noted that
the larger the value ofk, the more states there will be in the underlying CTMC.
Hence, although we may wish to have 40 or 50 ticks to generate anearly deter-
ministic process, in practise a typical value ofk is in the range [5, 10]. When
studying network protocols the Erlang distribution is very useful for modelling
timeouts.

Another important phase type distribution is the hyper-exp onential, or Hk ,
distribution, which is a random choice betweenk exponential distributions. The
most commonly used hyper-exponential is theH2-distribution, which has three
parameters," , µ1 and µ2 and the following cumulative distribution function.

FH 2 = 1 ! " e−µ 1 t ! (1 ! " )e−µ 2 t , t # 0.

In PEPA this branching cannot be modelled explicitly except by introducing a
new pair of actions over a choice operator. However, in practise branching may
be represented implicitly at the preceding action. Thus if arequest arrives into
an empty queue and gets a hyper-exponential service, it could be represented
thus:

Queue0
def
= ( arrival, " a).Queue1a + ( arrival, (1 ! " )a).Queue1b

Queue1a
def
= ( service, µ1).Queue0

Queue1b
def
= ( service, µ2).Queue0

In this representation the probabilistic branch is made by the choice of one of
two arrival actions. The arrivals themselves will occur at the rate! , i.e. the
sum of the two branches under the race condition. Alternatively, as in the model
in this paper, a service component can be constructed as follows:

Server
def= ( service, " µ1).Server + ( service, (1 ! " )µ1).Server′

Server′
def
= ( service, " µ2).Server + ( service, (1 ! " )µ2).Server′

It is important to note that in this representation the Server component will
always perform aservice action at rate µ1 Þrst before having the opportunity
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to branch. Subsequentservice actions will occur at either rate according to
the branching probability ! . This behaviour would not a! ect the overall steady
state solution (since the start state is irrelevant in steady state when the model
is irreducible), however it should be noted that inconsistent results may arise
when transient or passage time analysis is naively applied to such a model.

An important feature of the hyper-exponential distributio n is that it has a
greater variance than an exponential distribution of the same mean (as long as
µ1 != µ2 obviously). This is in contrast to the Erlang distribution ( for example);
thus by a choosing between Erlang, exponential and hyper-exponential it is
possible to consider a wide range of behaviours.

An important class of distributions for network modelling concerns ÔburstyÕ
arrival processes. The most common way of modelling this is to use Markov
modulated Poisson process (MMPP). In PEPA this is simple to model as follows:

Arrivalsoff
def
= ( turnOn, " ).Arrivalson

Arrivalson
def
= ( arrival, #).Arrivalson + ( turnOff, $).Arrivalsoff

There are many other phase type distributions that can be used and good
approximations to most general distributions can be made. It is worth noting
however that the more phases considered, the greater the impact on the size of
the state space, which can be a limiting factor for some formsof analysis.

3 The Model

The system is modelled as a simple single server Þnite queue.Requests arrive
at the queue according to a two state Markov modulated Poisson process. In
the ÔonÕ state, arrivals occur at a rate# and in the Ôo! Õ state no arrivals oc-
cur. Transitions occur between these states according to negative exponential
random variables; from ÔonÕ to Ôo! Õ at rate$, and from Ôo! Õ to ÔonÕ at rate" .

If the queue is not full, requests will be accepted and processed on a Þrst come
Þrst served basis. If the server is awake, then requests are processed according
to a two-phase hyper-exponential distribution (H2), with parameters ! , µ1 and
µ2. The speciÞcation of the queue follows the usual state-based approach for
models of this nature, see [8] for example.

If the queue is empty then the server may enter a sleep period.It takes
an Erlang-K distributed period to power down the server (powero! with mean
1/%). During this period requests may continue to arrive and be queued, but
the server is committed to shutdown. Once the server has shutdown, it enters
the sleepmode, where requests continue to arrive and are queued. Oncethere
are N requests in the queue, the server begins to power up (again, Erlang-K
distributed, with mean 1/&). Once again, during this process more requests
may arrive and be queued. Note that the power up process can only begin after
the power down process has completed. Therefore, in the unlikely event that N
or more arrivals occur during powering down, the server willnot begin to power
up immediately, i.e. there is no equivalent of thepowerup action in Shutdowni

for i ≥ N .

Sleepi
def
= ( arrival,#).Sleepi+1 0≤ i < N
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Sleepi
def= (arrival, ! ).Sleepi +1 + (powerup,! ).Queuei

+(tock, ! ).Sleepi N " i " n

Sleepn
def= (powerup,η).Queuen + (tock, ! ).Sleepn

Shutdowni
def= (powerof f, ! ).Sleepi + (tick, ! ).Shutdowni

+(arrival, a ).Shutdowni +1 0 " i < n

Shutdownn
def= (powerof f, ! ).Sleepn + (tick, ! ).Shutdownn

Queue1
def= (service, ! ).Shutdown0 + (arrival, ! ).Queue2

Queuei
def= (service, ! ).Queuei−1 + (arrival, ! ).Queuei +1 1 < i < n

Queuen
def= (service, ! ).Queuen−1

Arrive on
def= (arrival, λ).Arrive on + (of f, β).Arrive of f

Arrive of f
def= (on,γ).Arrive on

Server0
def= (service,αµ1).Server0 + (service,(1 # α)µ1).Server1

Server1
def= (service,αµ2).Server0 + (service,(1 # α)µ2).Server1

P owerOf f 1
def= (powerof f, ξ/K ).P owerOf f K

P owerOf f i
def= (tick, ξ/K ).P owerOf f i−1 1 < i " K

P owerUp1
def= (powerup,η/K ).P owerUpK

P owerUpi
def= (tock,η/K ).P owerUpi−1 1 < i " K

(Arrive !"
arrival

Sleep0 !"
service

Server0) !"
L

(P owerOf f K ||P owerUpK )

Where L = { powerof f, powerup, tick, tock } .
The model forms a continuous time Markov chain with 4(M + T + K (2M +

2 # T )) states.

4 Numerical results

This model is now evaluated numerically using the PEPA Workbench [3]. In
all experiments the phases of the Erlang distributed clocks was taken to be 6.
The maximum queue size is limited at 30, hence this model has 794 states when
N = 1.

The key element of this form of sleeping server is the optimal choice of
the threshold value. If the threshold is too large then jobs will experience
excessive waiting time and increase the probability that the queue will become
full and jobs lost. In general, if the threshold is too small then the server will
power up, serve the waiting jobs and power down on a regular basis, consuming
resources (power and computation time) on these transitions. Ultimately the
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optimum value will depend on the parameters chosen, most crucially the length
and intensity of the arrival bursts. If the bursts are su! ciently intense then
it will be beneÞcial to turn on the server as soon as the burst starts, i.e. the
threshold will be very small. This is because the queue will be very unlikely to
become empty during an arrival burst. Thus, the aims become to power up the
server very soon after the start of the burst and power it downonce all the jobs
from the burst have been served.
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Figure 1: Proportion of time the server power is on, where thethreshold value
is varied for di" erent arrival rates during bursts, µ1 = µ2 = 10, β = γ = 1,
ξ = η = 60, K = 6.

Figures 1-3 show the performance of a singleN -policy queue at di" erent
arrival rates.

As expected, in Figure 1, the power consumption is least whenthe threshold
is largest and the response time is least when the threshold is 0. The proÞle of
the power consumption plots changes considerably with load; the biggest gain
in increasing the threshold is made when the load is lower. This is because at
low load the queue is more likely to contain few jobs, whereasat higher load
the queue is more likely to exceed the threshold during the burst, regardless of
the threshold value. This implies that, for infrequent intense bursts (λ >> µ),
the threshold value is not, in fact, very important, and any t hreshold (N ! 1
will achieve similar results.

The gradient of the response time plots in Figure 2 is not greatly inßuenced
by load between λ = 10 and λ = 14, although obviously the response time
is greater when the load is higher. However, the proÞle ofλ = 6 is noticeably
di" erent and, surprisingly, at N = 5 the average response time forλ = 6 exceeds
that of λ = 10. Taken in isolation this result would be quite perplexing, however
looking at Figure 1 it is clear that the service time o" ered in these cases is quite
di" erent. This is because for anyλ and N there is a small probability that a
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Figure 2: The average response time, where the threshold value is varied for
di! erent arrival rates during bursts, µ1 = µ2 = 10, ! = " = 1, # = $ = 60,
K = 6.

burst will not cause the queue to exceed the threshold. AsN increases and%
decreases this probability becomes increasingly signiÞcant, to the point where
it is likely that more than one burst is required to exceed the threshold. This
means that, for low load and larger thresholds, an arrival isquite likely to be
in the queue for some time before the server turns itself on and begins service.

In Figure 3 the rate at which jobs are lost is shown to not be greatly a! ected
by the threshold value, even when%= 14. This is because the server is fast
enough that the queue rarely becomes full (causing loss). Ifthe bursts were
longer and more intense, then this may become more of an issue. The crucial
observation here is that in this model there are no arrivals between bursts. If
there was a low level of arrivals between intense bursts thenthe server would
spend its time turning o! and on at regular instants if the threshold was short, or
allowing a few jobs to sit in the queue for a long time if the threshold was larger.
This can easily be incorporated into our model by modifying the Arriveon and
Arriveof f behaviours.

Arriveon
def
= ( arrival, %high ).Arriveon + ( off, ! ).Arriveof f

Arriveof f
def
= ( arrival, %low ).Arriveof f + (( on, " ).Arriveon

The greater the di! erence between the two arrival rates, themore bursty
the arrivals are; typically, %high >> %low . It might be considered confusing to
have arrivals during an off period, hence it would be clearer to rename these
componentsArrivehigh and Arrivelow . We can now study the situation where
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Figure 3: The rate of job loss, where the threshold value is varied for different
arrival rates during bursts , µ1 = µ2 = 10, ! = " = 1, # = $ = 60, K = 6.

there is a small, but persistent, trickle of jobs arriving between bursts, this is
shown in Figures 4-6.

Figure 4 shows that the background traffic does indeed have an impact in
the proportion of time that the server is on. It is interestin g that with the
background rate of %low = 2, this proportion is increased across all the values
of N shown, whereas the intuition might be that the impact would be greater
for N = 1 than N = 5. There is a clear difference between the server on times
for different arrival rates, with the server being on for up to 80% more when
%high = 14 than when %high = 6. However, there is a down side to this improved
energy efficiency at low load, and this is shown in Figure 5. Here we see again
(as in Figure 2) that jobs will reside in the system for longerwhilst the server
is off. However, as there is a small background load it is more likely that a
burst will exceed the threshold, even when%= 6. Further, if a burst just fails
to reach the threshold, it will be exceeded soon after by further arrivals in the
background traffic. Clearly, this means that the server is switching on and off
more frequently and this is evident if we compare Figures 1 and 4.

The magnitude of the response time is also increased in Figure 5 from that
in Figure 2. This is due to the overall increase in the averagearrival rate
(as %low = 2 instead of 0). Finally, Figure 6 shows that the loss rate isstill
not greatly impacted by this low level of background traffic. However, there
is a small loss rate when load is higher and this does increaseslightly as the
threshold value increases (and the server is consequently turned on less).
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Figure 4: Proportion of time the server power is on, where the threshold value
is varied for di! erent arrival rates during bursts, µ1 = µ2 = 10, ! = " = 1,
# = $ = 60, K = 6, %low = 1.

5 Conclusions and Further Work

In this paper some initial results have been presented for an N policy queue.
This is part of an ongoing investigation into the trade-o! between performance
and power consumption. Some of these results are slightly counter intuitive. In
particular we show that a system with a low load of bursty tra" c can have a
slower response time than a similar system with slightly higher load. Clearly,
the trade-o! between power and performance as demonstrated here is subtle
and complex and worthy of much further exploration.
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