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Abstract

Especially, in the development of embedded devices like mobile phones,
performance evaluation plays an important role. The processing power is
limited due to space, heat, and power restrictions of these devices. There-
fore, design alternatives and di! erent architecture conÞgurations have to
be analysed as early as possible in the development cycle. A typical
approach for the analysis of di! erent architectures is the simulation of in-
struction traces of use cases captured on already existing platforms. The
drawback of this approach is that for di ! erent inputs, new traces have
to be generated which require real input data and capturing time. Our
approach analyses the input sensitivity of typical embedded device use
cases in a prerequisite step. For use cases with a low input sensitivity it
is possible to store representative intervals of selected program executions
in a database. These representative intervals in combination with rules
which describe the inßuence of input parameters are used to predict the
performance of future architectures. The approach is evaluated for GSM
and JPEG algorithms for which the frame rate and the number of pixels
are used as input parameters. Thus, developers have to provide the rel-
evant input data parameters only and the runtime of the simulations is
reduced.

1 Introduction

New application areas for embedded devices like multimedia phones and short
product cycles of these devices make performance evaluation of new hardware
platforms necessary already in early stages of development. In these develop-
ment phases, hardware prototypes are not yet available. Thus, it is a common
practise to use detailed processor simulations to analyse the performance of
different platform architectures.

The performance evaluation of future platforms for embedded devices is
use case driven and is not dominated by wide range benchmarks, because the
application areas of the devices are known and limited in comparison to desktop
computers. Typical use cases for modern multimedia phones are the compression
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or decompression of JPEG pictures and encoding and decoding of GSM voice
data on the multipurpose CPU instead of a specialised chip.

Nevertheless, simulations of these use cases are very time consuming, because
all performance relevant aspects of the platform have to be considered and
millions of instructions have to be simulated. A series of approaches to reduce
the simulation time of processor simulations are presented in the literature.
However, all approaches focus on the acceleration of given combinations of use
case and input data.

This paper presents a method that utilises ideas of the acceleration ap-
proaches to identify the inßuence of input data on given use cases. Characteris-
tics of the program executions are used to identify phases in the use cases. By
analysing the changes in the occurrence of the phases, the inßuence of the input
data is identiÞed. This knowledge is than applied to predict the performance
for general input data. This is done by projecting the simulation results of rep-
resentative samples depending on given input data parameters of the use case.
In this way, the method eases the analysis of new use case conÞgurations and
accelerates the evaluation of different architecture conÞgurations. Developers
have to provide relevant input data parameters only and do not need to provide
real input data. The number of pixels of an image or the frame rate of an audio
stream are examples for such input parameters.

The rest of the paper is structured as follows. Section 2 gives an overview
of related work. Section 3 introduces our method and describes the analysis
steps in more detail. An evaluation of the approach is presented in section 4.
Section 5 concludes the paper and outlines future work.

2 Related Work

There are two types of approaches for the simulation of performance mod-
els of processors and platforms, i.e. execution-driven and trace-driven [JE06].
Execution-driven simulations process compiled programs as input and simulate
their execution on the modelled platform. Simplescalar [ALE02] is an exam-
ple for this type of processor simulation. Trace-driven simulations focus only
on timing-relevant aspects of the model and do not simulate the functionality.
A stream of instructions captured during a former execution is used as input.
Both approaches have pros and cons which are discussed in detail in [JE06]. The
main drawback of the execution-driven approach is the necessity to port oper-
ating systems and drivers to the simulator environment. In contrast, the main
advantage of the trace-driven approach is that no operating systems and drivers
have to be ported, so that every program available as instruction trace may be
simulated. On the other hand, a drawback of this approach is the missing possi-
bility to simulate the consequences of branch predictions, because the necessary
information is usually not included in the instruction traces. Since the miss-
ing branch prediction consideration has typically no signiÞcant inßuence on the
accuracy of the simulation results [YEL+ 06], this drawback is negligible. Pro-
cessor emulators like Qemu [Bel07] emulate the functionality of a processor in
software, but do not take into account the timing of instructions or components
of the architecture. This kind of programs may be used to capture instruction
traces instead of special hardware is necessary to capture instruction traces at
the processor level.
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We use trace-driven simulations to predict the performance of embedded
device architectures for given program executions already during early develop-
ment stages when the system is not fully speciÞed. Instruction traces gathered
on existing platforms are used as input for the platform conÞgurations under
study to predict their performance. This approach is feasible because successor
architectures usually remain backward compatible.

Since ARM processors are widely deployed in embedded devices like mobile
phones, instruction traces captured at processors of the ARM family are used
in the analysis. Models of these platforms include the performance relevant
components and aspects, i.e. pipeline behaviour of instructions, caches, buses,
memory system, and the interconnections of these components. Details of the
used trace-driven simulator and the modelling of ARM9 and ARM11 platforms
with UML have been presented in [PSM08].

The standard approach of platform performance evaluation for a given use
case consists of two essential steps. First, the input data for the use case is
speciÞed. For example, in case of JPEG, the resolution of the pictures and the
sample pictures itself are speciÞed. Second, the performance of a platform for
the speciÞed use case is analysed by simulating the instruction trace on a model
of the platform. Approaches that reduce the simulation time base on two basic
ideas. First, the reduction of the total number of necessary simulations for the
use case while preserving the accuracy. Second, the reduction of the runtime of
single simulations.

Approaches for both ideas are presented in the literature [EVB03, SPHC02,
SPC01, DCD03, WWFH03]. Reducing the number of necessary simulations is
achieved by analysing characteristics of program executions for di! erent inputs.
By grouping executions depending on their architecture-independent character-
istics, it is possible to simulate only one representative of each group. Eeckhout
et al. examined the inßuence of di! erent inputs on programs of the SPEC2000
benchmark [EVB03]. With the help of architecture-independent characteris-
tics and cluster analysis inputs with similar executions are identiÞed. Similar
methods can be applied to intervals of a single program execution. In this way,
it is possible to identify representative intervals for the whole execution of a
particular program [SPHC02, SPC01, DCD03, WWFH03].

3 Methodology Description

All mentioned approaches focus on the acceleration of simulations with a Þx
combination of use case and input data. Therefore, the input data need to be
provided by the developers. For example, if developers want to analyse the
runtime of the compression of a picture with di! erent resolutions, they have to
provide a real picture Þles.

In contrast, our approach predicts the runtime of use cases on the basis of
relevant parameters of the input only. Methods presented in the literature are
applied to identify the start, end, and parameter dependentphases of program
executions. By analysing the length of the parameter dependent phase for dif-
ferent inputs, it is possible to derive rules describing the inßuence of signiÞcant
input parameters. These rules can be used to project the execution time for dif-
ferent use case inputs by only simulating representative samples of the traces.
In the area of embedded device development the uses cases of interest are known
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from the beginning or may be combined from existing use cases. For example,
a videoconference application may be composed of the already existingaudio
phone call use case and thephoto capturing and photo displaying use cases.

Figure 1: Overview of the main method steps and the Þnal use case analysis.

In the following, the main features of the approach are described. Figure 1
shows an overview of the method. It can be divided into two parts. In the
prerequisite stepsa database is Þlled with representative intervals of program
traces. In the Þnal performance evaluation part performed by the developers
in their daily work, the intervals stored in the database are used to predict the
performance of di! erent architectures with the help of trace-driven simulations.
In the input sensitivity analysis step of the Þrst part, architecture-independent
characteristics of program executions for di! erent input Þles are determined.
Among other characteristics the instruction mix (e.g. arithmetic, logical, or
memory instructions) as well as register access and usage characteristics like
the register deÞnitions and register usedcharacteristics are calculated. Thereg-
ister deÞnitions characteristics count how often a register was written and the
register usedcharacteristics state how often a register was used as an operand.
These characteristics have been proposed and successfully applied in literature
[LSC04]. The advantage of architecture-independent characteristics is that the
inßuence of the executing architecture is reduced. In this way, the results can
be transferred to other architectures, too. The result of this characteristics
determination is a characteristics vector for each program-input pair. The di-
mension of these vectors is the number of calculated characteristics. Following
the approach of [EVB03] a principal component analysis (PCA) is applied on
the characteristics vectors. Since the characteristics vectors have more than 30
dimensions the principal component analysis is applied to visualise and inter-
pret the data. The principal component analysis determines so called principal
variables which are linear combinations of the original characteristic variables
and eliminates the correlation between them. The dimensions of the character-
istics vectors are reduced to the number of principal variables which cover an
appropriate amount of the variance of the original characteristics variables. This
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drastically reduces the dimensions of the vectors and enables the visualisation
of the vectors in the PCA space. The visualisation of the characteristics vectors
for the program-input pairs in the PCA space show the level of input sensitivity
of the use cases. If the characteristics vectors for di! erent inputs are similar
and therefore close together, the input sensitivity of the use case is low. If the
characteristics vectors di! er and therefore scattered, the input sensitivity of the
use case is high. In the latter case, representatives for each input class have to
be selected. The input sensitivity of a use case can be mathematically repre-
sented by calculating the distance of each characteristics vector to the average
characteristics vector of the use case.

The selected representatives of the input classes are the input for the second
step in the prerequisite part, i.e. the phase detectionstep. In this step, char-
acteristics of intervals of single program executions are analysed with the same
techniques as in the input sensitivity step. The traces are split into intervals
of instructions. An appropriate length of the intervals is gained by varying the
number of instructions in the intervals until a clustering of the interval charac-
teristics vectors is found. The analysis of the function call graph of the trace
and the number of needed instructions of the functions provide a starting point
for the interval length selection. For each interval the characteristics vector is
calculated. Afterwards a principal component analysis is applied on theseinter-
val characteristics vectors. A cluster analysis of these vectors helps to identify
the parameter dependent phases of the use case. The phases are weighted de-
pending on the number of included intervals. In this way, it is possible to track
the inßuence of changes in the input data e.g. the inßuence of smaller images
or more audio frames. From these observations it is possible to derive rules that
describe the inßuence of changes in the input data. For example, it may be
observed that the weights of the parameter dependent phase for di! erent audio
inputs from the same input class depend linearly on the number of frames in the
audio Þles. Representative trace intervals for the parameter dependent phases
are stored in a database together with the rules that describe the inßuence of
the parameters. These rules are used in theperformance evaluationpart of the
method to predict the runtime or other performance metrics by just simulating
the selected representative intervals of the phases and applying the projection
rules. In this way, the developers do not need to provide real input data for
the analysis of a use case, if they want to examine di! erent inputs. Instead,
they are enabled to state the important input data parameters only, e.g. image
resolution or number of audio frames.

4 Evaluation

The suggested input sensitivity analysis is presented for four use cases, i.e.
JPEG compression, JPEG decompression, GSM encoding, and GSM decoding.
These use cases are the basic parts of a video conference application. The
representative interval selection and the projection of performance metrics is
exemplary shown for GSM encoding and JPEG compression. All analysed pro-
grams are part of the MiBench suite [GRE+ 01] which provides typical programs
for di! erent application areas of embedded and mobile devices. The JPEG algo-
rithms are part of the consumer category of MiBench and the GSM algorithms
are part of the telecommunication category. In case of the JPEG algorithms,
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the analysed inputs are taken from the MiDataSet collection [FCOT07] which
provides sets of input data for most of the MiBench programs. The parameters
of the input images vary in several settings. Beneath the content and the size
other parameter settings are varied, e.g. bits per pixel and the compression
algorithm (progressive, baseline). In case of the GSM algorithms, no input data
is provided by the MiDataSet collection therefore, we used audio samples from
a spoken radio play. Beneath the content of the audio data and the number of
audio frames, the number of audio channels is varied.

In the input sensitivity analysis step, architecture-independent characteris-
tics are measured for a set of inputs for the use cases. Afterwards a principal
component analysis is applied which reduces the dimensions of the characteris-
tics vectors. Figure 2 shows the characteristics vectors for the four programs and
several inputs in the PCA space. It can be seen that the use cases have di! erent
characteristics and input sensitivities. The characteristics vectors of the GSM
encoding executions form two groups. The inner group input sensitivity is very
low, because the characteristics vectors of each group are close together. The
same observations hold for the GSM decoding algorithm. The characteristics of
the executions of the JPEG decompression algorithm varies depending on the
input data. The input sensitivity of the JPEG compression algorithm is lower
than the input sensitivity of the decompression, but is higher than the inner
group input sensitivity of the GSM algorithms.

Figure 2: JPEG compression, JPEG decompression, and GSM encoding and
decoding characteristics for several inputs.

In the phase detection step of the method, instruction intervals of repre-
sentative program executions for each identified input class of an algorithm are
analysed. In the following, the GSM encoding and the JPEG compression use
cases are used to exemplary show the existence of di! erent input classes and
the evaluation of the phase detection and the performance predictions.
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4.1 GSM Encoding Use Case

This section shows the steps of the phase detection analysis for the GSM encod-
ing use case and presents results of the projection using representative intervals
compared to full simulations of the traces. Figure 3 presents a dendrogram of
all analysed inputs for the GSM encoding use case. The x-axis states the differ-
ent input Þles and the y-axis gives the distance between the detected clusters.
The connections between the inputs represent the clustering for the iterative
steps of the cluster algorithm. It can be seen that two input classes exist in the
analysed audio Þles. The input parameter which leads to the differences in the
characteristics is the number of audio channels. All inputs of the left cluster
have two audio channels, whereas the input Þles of the right cluster have only
one channel. By the calculation of the distances to the mean characteristics
vector of the cluster for inputs with only one audio channel, one representative
execution for the input class is selected.

Figure 3: Dendrogram for the GSM encoding with different inputs.

For each instruction interval of the selected program execution, characteris-
tics vectors are calculated and a principal component analysis is applied. In this
way, intervals with similar characteristics are grouped close together in the PCA
space. The length of the intervals is varied until an appropriate partition of the
interval characteristics vectors is found. Thus, interval lengths which result in a
strong clustering of the characteristics vectors have to be found. Figure 4 shows
the interval characteristics vectors in the PCA space with an interval length of
200,000 instructions. It can be seen that there are no obvious groups of inter-
vals. In contrast Þgure 5(a) shows the interval characteristics vectors with a
length of 150,000 instructions for the same trace. For this interval length the
characteristics vectors show a strong aggregation.

Figures 5(a) and 5(b) show the PCA space for two different input Þles of
GSM. It can be seen that the interval characteristics grouping is very similar
for both executions. The start and end phases have different characteristics and
are clearly outside of the main phase. It can be observed that the number of
intervals in the parameter dependent phase depends linearly on the number of
frames in the input Þle. A representative interval is selected and stored in the
database together with a rule describing the linear dependency on the number
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Figure 4: Interval characteristics vectors for an interval length of 200,000 in-
structions in the PCA space.

of frames. These information can now be used in the performance evaluation
part of the method to predict performance metrics while just simulating repre-
sentative intervals of the parameter dependent phase.

(a) GSM input 1 (b) GSM input 2

Figure 5: Interval characteristics vectors for an interval length of 150,000 in-
structions in the PCA space.

In the following, the error of the projection compared to simulated runtimes
of the original traces are analysed for three di! erent architecture conÞgurations.
Since ARM processors are widely deployed in mobile phones, di! erent ARM9
architectures are used for the analysis. For example, the OMAP5912 board
contains an ARM9 processor with a clock frequency of 192 MHz and an in-
struction cache of 16 kB as well as an 8 kB data cache. This conÞguration
and two architectures with modiÞed cache sizes are analysed. The represen-
tative sample of the parameter dependent phase is used for the prediction of
the runtimes of other GSM inputs with di ! erent content and number of frames.
By using the observed linear dependency on the number of frames and just
simulating the representative interval from the parameter dependent phase, the
runtimes are predicted with a mean relative error of less than 5% for all three
architecture conÞgurations. Table 1 presents the mean relative errors and the
standard deviation for the analysis. By using the projection the number of
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instructions to simulate is reduced to the length of the intervals and an appro-
priate amount of instructions to pre-Þll the caches. Methods for the selection of
an appropriate number of instructions to warm-up the caches are presented in
the literature, e.g. [ELBJ05, WWFH03]. This results in a signiÞcant speedup of
the performance evaluation, because the original GSM traces consist of millions
of instructions. The simulation of the original traces last hours whereas the
simulation and the projection of the representative intervals can be performed
in seconds. Moreover, it is possible to predict the runtime on di! erent archi-
tectures by just simulating the representative intervals and without the need to
provide real input data. In case of the GSM example, the developers only has
to set the number of frames of the input data.

instruction cache data cache mean rel. error std.
16 kB 8 kB 3.82% 0.95%
16 kB 16 kB 4.04% 0.97%
8 kB 8 kB 1.10% 0.94%

Table 1: GSM encoding: mean relative errors and standard deviations of the
projection using one representative interval compared to full simulations.

4.2 JPEG compression use case

The input sensitivity of the JPEG compression algorithm is not as low as for the
inner class GSM encoding (cf. Þgure 2). Figure 6 shows a dendrogram of JPEG
compressions for di! erent input pictures. The diagram shows the existence of
di! erent input classes. In contrast to the GSM encoding use case, it is not possi-
ble to identify one single input parameter which classiÞes the input classes. The
amount of bits per pixel and the type of compression algorithm (progressive or
baseline) are candidates for a classiÞcation, but have to be analysed separately.
The following analysis will focus on the large group of inputs on the right side
of the dendrogram, i.e. input 0 - input 14. Nevertheless, predictions of the
runtime of other input classes with a representative from the largest group are
presented.

Figure 6: Dendrogram for the JPEG compression with di! erent input pictures.
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The characteristics vector of input 13 is the closest vector to the mean char-
acteristics vector of the selected cluster. Therefore, input 13 is selected as
representative execution and the interval characteristics vectors of this trace are
analysed in the following phase detection step.

The number of instructions in an interval are again varied until an appro-
priate partition of the interval characteristics vectors is found. Interval lengths
of 100.000 and 150.000 result in a clustering of the characteristics vectors. Fig-
ure 7(a) presents the interval characteristics vectors in the PCA space for the
representative execution of the JPEG compression algorithm with an interval
length of 150.000 instructions. It can be seen that there are two groups of char-
acteristics vectors. Figure 7(b) shows the characteristics vectors in the PCA
space for a trace of an input image with more pixels. The number of charac-
teristics vectors in the two clusters increase linearly, so that a representative
interval of the larger group is stored in the database together with a rule of the
linear dependency on the number of pixels.

(a) Input Þgure with 344 x 337 pixels. (b) Input Þgure with 847 x 1167 pixels.

Figure 7: Interval characteristics vectors in the PCA space for two JPEG com-
pressions.

In the following, the error of the projections compared to simulated runtimes
for the JPEG compression use case is analysed. The projection of the runtime
is not only compared with simulation results of the selected input class but
also with simulation results of other input classes (cf. Þgure 6). The simulated
and projected runtimes are analysed for three di! erent conÞgurations of an
ARM9 processor (cf. section 4.1). Table 2 presents the mean relative errors
and the standard deviations for these analyses. The runtime of executions for
inputs of the same class compared to simulations of the corresponding trace are
predicted with a mean relative error of less than 6% for all three architecture
conÞgurations. In case of runtime predictions for inputs from all input classes
the mean relative error increases but is still less than 12%. Figures 7(a) and 7(b)
show the existence of two parameter dependent clusters for an interval length
of 150,000 instructions. By the selection of a representative interval per cluster
and an appropriate weighting the prediction error may be decreased.

The input sensitivity analysis, the phase detection, and the performance
evaluation steps have been evaluated for di! erent algorithms and architecture
conÞgurations. The input sensitivity of four algorithms, i.e. JPEG compres-
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cache same input class all inputs
instr. data mean rel. error std. mean rel. error std.

16 kB 8 kB 3.76% 2.48% 10.94% 8.36%
16 kB 16 kB 5.81% 3.47% 7.69% 3.96%
8 kB 8 kB 4.22% 2.99% 11.78% 8.83%

Table 2: Mean relative errors and standard deviations of the projection.

sion and decompression and GSM encoding and decoding, have been presented.
JPEG compression and GSM encoding have been used to show the existence
of different input classes of the use cases and to evaluate the phase detection
step. Runtime predictions for three architectures with the help of selected rep-
resentative instruction intervals have been compared to simulation results of the
original traces.

5 Conclusion

The paper presented a method that eases and accelerates the performance anal-
ysis of embedded device use cases. Developers of embedded devices are enabled
to analyse the performance of different architectures for use cases by just set-
ting relevant input parameters. The presented approach base on the selection
of representative samples of captured instruction traces of the use cases. This
drastically reduces the amount of needed simulation time, so that the developers
are enabled to perform extensive architecture explorations.

The method consists of an input sensitivity analysis which base on charac-
teristics vectors of program executions. Principal component analyses are used
to reduce the number of dimensions of the vectors to visualise executions with
similar characteristics. The distances between the characteristics vectors show
how strong the characteristics of the executions depend on the content of the
input data. For use cases with a low input sensitivity, the same techniques are
applied to intervals of a single program run to Þnd representative phases and to
determine the inßuence of changes in the input data. This knowledge is used to
predict the performance without the need to provide real input data.

Future work will focus on the evaluation of more algorithms from the MiBench
suite e.g. MP3 decoding and algorithms from the security category of MiBench.
The choice of an appropriate size of the intervals for the analysis of single pro-
gram runs will be automatised. Support of more than one representative interval
for programs with more than one parameter dependent cluster is also an inter-
esting topic.
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