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Abstract

This paper focuses on a future Grid Computing market, which will
be based on a completely distributed structure, covering all possible com-
puting resources in the world. In this peer-to-peer market, nodes send
messages to each other, offering or asking for the use of computing re-
sources in exchange of real money. The paper proposes the parallelization
of a previous simulation program that described this market, as well as
the addition of new parameters and constraints.

1 Introduction

Grid Computing is a kind of distributed computing, formed by a network of
heterogeneous geographically-distributed computing resources, that can be used
to solve highly computationally-demanding tasks.

When tasks are submitted to the Grid in order to be solved, there must be
a way of discovering which resources are available at that moment and which
resources are allocated to solve each task. Since it is expected that lots of
tasks are submitted at the same time, each of them requiring dterent kinds of
resources and each of them demanding a férent deadline, together with the
fact that the Grid itself is expected to achieve a worldwide scope, the job of
discovering and allocating the resources is not a trivial matter.

To solve this problem, several approaches have been taken; among them, the
idea of applying economic theories [1].

Inside the economic solutions, some centralized auction systems have been
used [2]. However, since these centralized systems have a single point of failure
and prevent the system from becoming larger, they do not represent a long-term
solution.
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An opposite alternative is to establish a complete decentralized economic
system: the Global Open Grid (GOG) [3], which consists of a world peer-to-peer
network in which nodes trade for computing resources by sending and receiving
messages to and from other nodes in the network. In GOG, the messages are
originally sent to the node’s neighbours and, if no matching o! er is found, the
messages are re-sent from the neighbours to their respective neighbours in turn,
until a deal is found or until the time to live of messages expires. In this way, a
node only has information about the messages he receives from other nodes and
the deals he closes. Results of simulations of a simplified version of the GOG
are presented in [4].

[4] showed that most of the parameters that were analyzed in the model
reached an equilibrium independently of the network size. The evolution of
prices, on the other hand, followed a permanent increase or a permanent de-
crease, due to the lack of constraints in the nodes’ budgets.

This paper is built upon the simulation model used in [4], and it presents
some new additions and modifications, as well as a possible first parallel version
of the model.

2 MaGoG

This work assumes the MaGoG system as the future basis for the Grid Market.
MaGoG stands for 'Middleware for Activating the Global Open Grid ’, and its
complete description can be found in [3]. Basically, MaGoG is a peer-to-peer
based arquitecture that considers all computational resources in the world (from
mainframes to mobile phones) as part of the Grid Market. The arquitecture is
based on three main concepts: Catallaxy, the ’small-world’ networks and double
message flooding.

The Catallaxy paradigm of Austrian School economist Friedrich von Hayek
[5, 6] states that, in a descentralised competitive market where all entities aim to
maximize their utility, a spontaneous ’order for free’ will emerge via a complex
adaptive process, creating a stable state in the system without the need of a
central omniscient auctioneer. We do not expect, however, that this stability
in the system implies a stability in prices, since prices in the Grid Market will
permanently fluctuate in an endless game according to variations in o! er and
demand, as it takes place in any other market, such as Currency Markets, Stock
Markets and Futures Markets. Consequently, the system will try and look for
the equilibrium state according to the market situation in a particular instant
of time, but this situation may change in the next instant of time, and so the
system will change its direction in an endless game in order to find the new
equilibrium state.

The second concept MaGoG is based on is the idea of the ’small-world’ net-
works, which is actually based on an observation by Stanley Milgram. According
to this observation, there are, on average, only six degrees of separation between
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any two individuals on Earth. Therefore, even in a potential future situation
where all computing resources in the world are connected in the Global Open
Grid, it will be possible for any node of the Grid Market, by passing messages
between peers, to reach any other node in the Grid with an average of only six
hops.

The third key concept MaGoG is based on consists of double message flood-
ing, together with the possibility of closing deals between two parties in a third
party node. This means that, in MaGoG, both buyers and sellers send their
messages to their peers in order to find a deal and, if in this process two match-
ing o! ers meet in a third party peer, a deal is closed between them in that
third party peer, avoiding further propagation of the first two nodes’ o! ers in
the Grid. In other words, every single peer of the Grid provides a pub, or trad-
ing floor, where messages (o! ers/orders) that were originally issued from other
peers in the Grid can meet and close deals. Consequently, this increases the
e" ciency of the system and reduces considerably the volume of messages within
the network.

3 Our simulation model for MaGoG

The model we present in this paper is based upon the one described in [4],
which simulates the MaGoG system. However, from a programming point of
view, the model we introduce in this paper presents two basic di! erences with
the one in [4], specifically: the re-writing of the simulation program with an
object-oriented approach on the one hand, and its parallelization on the other
hand.

An object-oriented approach is considered more suitable, since nodes can be
represented by objects, and it gets closer to an agent-based simulation. Fur-
thermore, the object-oriented language facilitates the implementation of new
features, making the model more versatile.

The parallelization of the program will allow us to perform a simulation with
a larger number of nodes, since it will be possible to increase the memory the
program uses by making use of several processors’ memories. The fact of making
a simulation with a larger number of nodes will permit us to get results that
are nearer the reality, where a global network connecting all possible computing
resources in the world is expected to emerge [3].

On the other hand, the system to make deals between the messages that, at
a particular moment in time, are present in a node, is changed (compared with
[4]) . Actually, since the messages a node’s bu! er receives come from nodes who
do not know, at least in principle, the prices the other nodes are asking/bidding,
this situation resembles the pre-trading status that takes place some minutes
before the stock exchange opens, when the opening price is decided in an initial
auction, and the order book is invisible for the traders. Deals in nodes’ bu! ers
are made now in this way, so that nodes’ bu! ers become real trading floors.
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A significative addition to the model presented in [4] is the establishment
of a system with three di! erent types of agents: a group of permanent buyers,
a group of permanent sellers and a group of traders. The buyers model the
institutions that will demand computing power for their simulations, and they
will always want to buy resources; however, their buying attitude may change
depending on the current market price and their own budgets. The sellers model
all those people who will connect their home resources to the Grid, in order to
hire them when they do not need to use them (for instance at night); they have
no intention of buying computing resources and they just want to get some
money by hiring their computers. Finally, the traders are able to send buying
and selling orders to the Grid; their objective is to make money from the Grid
market by gaining the di! erence in price with buy/sell operations. We expect
that this system will help in bringing a more rational price evolution.

Although we do not present simulation results in this paper, we plan to
obtain them soon and publish them in a future paper.

3.1 The object oriented approach

The model we present in this paper has an object-oriented approach, in contrast
with the structural programming model that was presented in [4]. In this model,
we define the class Node, which includes among its members the attributes that
are common to all nodes in the network, such as a unique identifier, a list of the
node’s neighbours, the price the node is asking/bidding, etc. The class Node
also includes a long list of methods that can be invoked by the Node; these
methods are used to deal with the messages in the trading floor (pub/bul! er) of
the node, to deal with the status of the node, to forward messages to the node’s
neighbours or to make the auction among the messages in the node’s floor and
to match deals between them.

From the base class Node, we construct three other derived classes: the class
Buyer, the class Seller and the class Trader. Objects of the class Buyer can only
issue buying messages, objects of the class Seller can only issue selling messages,
and objects of the class Trader can issue messages of both types. These three
derived classes inherit the members of the class Node and they also add new
methods that are exclusive of their classes. For instance, the class Trader adds
some trading strategies.

3.2 The way of making deals

The way of making deals that is implemented in this version of the model di! ers
from the one used in [4]. In [4], among the existing messages inside a node’s
trading floor, any two messages from a di! erent type of node (buyer and seller)
that accomplish the price requirement (the price of the buyer is equal or higher
than the price of the seller) come to an agreement at a price which is the average
between the price the seller is asking and the price the buyer is bidding. In the
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present model, the matching of orders is made by an auction among all buying
and selling messages whose prices overlap. The result of the auction determines
the auction price and the consequent matching between the messages in the
trading Roor; all deals in this case are made at the same price: the auction
price.

The algorithm we use to make the auction in the trading Roor is similar to
the one used to calculate the opening price at the stock exchange. In particular,
we follow the algorithm used by the Australian Securities Exchange [7]. This
algorithm applies four conditional principles in order to decide the auction price,
which means that, if Principle 1 gives a clear result, the algorithm stops there,
whereas if no clear result is achieved with the brst principle, then Principle
2 is applied and so on. An explanation of the algorithm can be found in [7].
Schematically, the four principles to determine the auction price are:

e Principle 1: Determining the Maximum Executable Volume
e Principle 2: Establishing the Minimum Surplus
e Principle 3: Ascertaining where the Market Pressure exists

e Principle 4: Consulting the Reference Price

4 The parallel version

In this paper we aim to introduce a brst parallel version of the model presented
in [4]. Although this brst parallel version is still in progress, we present in this
section some of the ideas that may be applied.

The objective of making a parallel version has to do with the fact that, by
using memory from several processors, we can increase the global memory of the
system and, consequently, make simulations with networks of a larger number
of nodes. Therefore, the brst attempt is to make a parallel version by using
distributed-memory multiprocessors. In particular, we will use MPI (Message
Passing Interface) to make communication between processors possible.

The problem when trying to make a parallel version of this system is that,
in our case, we are not dealing with the classical structure that can be easily
parallelized. In other words, this is not the case where a master process, that
is in charge of the whole system, divides a heavy task into smaller ones and
sends each of these tasks to slave processes that solve them without having
to communicate in excess with each other. When each of the slave processes
Pnishes its task, they send the results back to the master process, that gathers all
the information and is able to solve the initial problem. In our case, in contrast,
there is no any big task to solve, and we have many nodes that communicate
frequently with each other, so communication between processes will also be
frequent.
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The idea we propose in this paper in order to parallelize the system is to
divide the network that forms the Grid into several parts, each part containing a
group of nodes. Each of those parts will be handled by a different processor, that
will be in charge of updating the nodes that belong to that part of the network.
As long as nodes in one part of the network do not need to send or receive
data from nodes that belong to a different part of the network, communication
between processors will not be necessary; the contrary otherwise.

There are two occasions where nodes have to exchange information between
them. One of the occasions occurs when a node has to forward the messages in
its floor or send its own messages to its nearest neighbours. The other occasion
takes place when, at the time of closing deals, it is necessary to know whether the
owners of the messages that are going to close a deal are still in the unsatisfied
state or not. Consequently, these will be the two occasions when processors may
need to communicate between each other.

Since MPT allows to define new data types that can be used as the basic unit
of communication between processors, we will create two new data types, that
correspond to the two occasions when processors need to exchange information
between them. One new type of data will correspond to the case when a pro-
cessor needs to ask another processor what the state of a node is. For this first
case, the type of data will be formed by two fields: one field that identifies the
node and another field that informs about the state of that node. The other
type of data corresponds to the case when processors send a message issued by
a node to another processor. For this second case, we create a new type of data
that has the same structure as the message that nodes send between each other.
Whenever the processors need to communicate with each other, they will use
one of these structures in order to send and receive information.

4.1 A practical example

To illustrate how the parallel version may work, let us consider a network of 32
nodes, which are handled by two processors: processor 0 and processor 1. In
order to facilitate the explanations, we will call processor 0 he, wheres processor
1 will be called she.

As explained above, the network is divided in several parts. In this case, as
there are only two processors, we divide the network in two parts, so that half
the nodes in the network will be controlled by processor 0 and the other half
will be controlled by processor 1 (see example in Fig. 1). Different partitioning
algorithms may be used to decide which nodes must belong to each part of the
network; we will not considered that discussion here.

Once the network is divided, the two processors start executing the code
concurrently. Consequently, each of the processors picks up a node that belongs
to their part of the network. The two processors carry out all the updates and
tasks in that node than can be done independently of the behaviour of the other
processor. And it is just before making the auction with the messages in the
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Processor 1

Processor 0

Figure 1. The network is divided in two parts. Each of the parts is controlled
by a different processor.

nodeOs trading Roor when a brst synchronization between the two processors
is necessary. Making the auction and assigning deals between messages in the
nodeOs Roor is a critical part that canOt be executed simultaneously by two
processors, since the two nodes that are being updated could have messages from
the same node in their Roors, which could lead to the same node closing the same
deal with two different nodes at the same time. To avoid this from happening,
we do not allow the two processors to make the auction in their respective
nodes at the same time. In order to achieve this objective, we synchronize both
processors by making use of the blocking mechanism inherent in some functions
of MPI. Figure 2 shows how the two processors synchronize and communicate
with each other in every lap of the loop.

We assume, for simplicity, that processor 0 has preference over processor
1 when it comes to make the auction, so processor 0 will make the auction
of the messages in its nodeOs Roor before. Following the diagram of Fig. 2,
processor O starts the auction process. In this version of the model, before
making the auction, the processor checks, brst of all, that the messages that are
going to participate in the auction do not have their TTL expired, on the one
hand, and that the messages do not belong to nodes that are in the satisbed
state at this moment, on the other hand. The TTL of the messages is directly
checked, whereas the state of the nodes that have issued the messages requires
communication with those nodes.

Therefore processor 0, after deleting old messages, checks who the owners of
the remaining messages are. If the owners are nodes that belong to the same
part of the network processor 0 is analyzing, he checks their state immediately.
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Figure 2: Schematic view of the synchronization and communication between
the two processors by using the blocking mechanism of the MPI functions in
every lap of the loop.

If the owners are nodes that belong to the other part of the network, processor 0
makes a list of these nodes, and sends a single request to processor 1, asking her
for the state of those nodes. If no messages from nodes in the other part of the
network are present in the trading floor that is being analyzed by processor 0,
processor 0 sends an empty request to processor 1. This is due to the fact that,
on the other hand, processor 1 has been blocked before making the auction of
the messages on her floor by a call to a receive function. Consequently, she is
expecting a request from processor 0 in order to continue with the execution of
the code. This is the reason why processor 0 will send, in any case, a request
to processor 1. After the send call is completed by processor 0, he continues
executing code and is blocked by a receive function, that forces him to wait for
the information that processor 1 has to send him.

On the other hand, processor 1 will have picked up a node in her part
of the network, she will have updated all the parameters that do not require
communication with processor 0, and she will have been blocked by a receive
call, that forces her to wait for the request from processor 0. Immediately after
she receives this request, processor 1 checks the state of the nodes in her part of
the network processor 0 has asked her to check, she packages all the information
and sends a unique send call to processor 0 with that information.

Processor 0 is then unblocked after receiving the send call from processor
1, and now he has all the necessary information to make the auction with the
messages in the node’s floor he’s analysing. After making the auction, some
of the messages in the node’s floor will not have made any deal, so they are
forwarded (if they have not been forwarded from this node before) to the nearest
node’s neighbours. Some of these neighbours may belong to the other part of
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the network, so process 0 makes a package with all messages that need to be
sent to nodes in the other part of the network, and sends the whole package
to process 1. If no messages have to be sent to the other part of the network,
process O creates an empty package and sends it to processor 1. In this case,
the basic unit of information that is sent between processors is the data type
that was debned for the messages that nodes send to each other.

On the other hand, processor 1, who was blocked by a call to a receive
function, receives the information package from processor 0, she unpackages it
and sends each of the messages to the nodes in her part of the network the
messages are addressed to.

At this moment, processor 0 has successfully completed the auction with the
messages in the nodeOs Roor he was analyzing, so now processor 1 is the one
that can enter this critical part of the code and make her auction. For the case
of processor 1 making the auction, the above actions are repeated exactly in the
same way, but inverting roles between the two processors.

This naive mechanism of synchronization guarantees the simultaneous up-
date of the two nodes by the two processors without errors in the trades. The
mechanism can be extended to the use of more processors by the partitioning
of the network in more parts, each of them controlled by one processor.

5 Conclusion

This paper has proposed a new approach to the simulation model presented in
[4]. The re-writing of the model with object-oriented programming increases its
Rexibility and allows us to incorporate new parameters easily, in particular in
relation to the attributes of the nodes.

The different way of making deals at the pubs of the nodes makes the trades
fairer. Although we do not present simulation results in this paper, preliminary
results show that the price evolution might follow, for this new version of the
model, a tendency that is independent on the kind of network, in contrast with
what happened in [4]. The way of making deals is, consequently, decisive in the
price evolution of the system.

On the other hand, we have described a possible brst parallel version of the
system. Despite the dificulties associated with a model in which communication
between processes is continuous, we have shown a possible way to avoid conf3icts
while processors try to execute simultaneous trades.

Furthermore, the parallel version of the system will allow us to study the evo-
lution of the system locally, i.e., the different evolution of the system depending
on the area of the network each processor is analysing.

We expect to obtain results of this version soon.
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