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Abstract

Retransmissions counteract message loss in many protocols for reliable
message exchange. The approach has been generalised to restarting slow
jobs with the intention of reducing completion times. A common concern
with respect to the effectiveness of the restart method is whether it will
be beneficial if used by every one and every task and whether it will harm
those using a longer timeout or not restarting at all.

We present two models that indicate that adaptive restart mechanisms
such as the restart algorithm in [vMWO06] will avoid harmful overload by
the efficient selection of a sufficiently large timeout value. This short paper
aims at shedding light on the competitive restart scenario. We do so by
proposing two different queueing models that represent the situation of
multiple users competing for resource usage. The simulations of our two
different models strongly indicate that in a scenario of high load with a
highly variable job completion time distribution restart is especially suited
to prevent the system from collapsing.

1 Introduction

Restart mechanisms are commonly applied in reliable protocols such asthe TCP
or the WSRM (Web Services Reliable Messaging) [KRO01, BIMTO05] to ensure
message transmission in the presence of message loss. Recently, they have also
been studied as a means to reduce job completion times. When the completion
time distribution is characterised by high variance, restart of slow jobs may
yield a lower completion time on the next trial, thereby reducing the overall
completion time of the job [RvMWO04, RvMW06a, RvMWO06b, vMWO06]. This
application of restart is motivated by an experience familiar to most users of the
WWW: When loading a web page takes too long, clicking the ®eloadObutton
in many cases instantaneously reveals the desired page.
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Intuitively, completion times (e.g. the transmission times of messages sent by a
WSRM implementation) depend, among other factors, on the load on the sys-
tem. In a congested network, message transmissions cannot be expected to be
fast. Furthermore, with high load one expects correlation between subsequent
completion times. In this case, restarting slow jobs will not reduce completion
times. Even worse, restart generates more jobs and may thus increase comple-
tion times further.

Obviously, the efficiency and effects of restart depend on the restart frequency.
This frequency is determined by the timeout after which a job isrestarted (e.g.
a SOAP message is resent by the WSRM). While restart timeouts may be set
beforehand, commonly the timeout is adjusted based on observations of previous
completion times (cf. the classibcation in [RVMWO06b]).

In this work we aim to investigate the evolution of the restart timeout under
increasing load. We focus on the algorithm proposed in [vMW04], which deter-
mines a restart timeout that minimises the expected completion time, based on
observations of the completion time distribution. The assumption isthat trans-
mission times will increase with heavier load and hence the retransmission (or
restart) timeout will increase aswell. In consequence, in a heavily loaded system
less restarts will be triggered by the restart algorithm, avoiding congestion.

To investigate this situation we set up two different queueing models. The prst
is a simple single server model. This model includes queueing and jobs are
restarted if their response time exceeds a given timeout. As the response time
of ajob consists of the waiting time as well as the service time of a job it is not
a simple random variable behaving according to some distribution. Service of
each job, however, is straightforward.

The second model avoids queueing and represents the behaviour of the network
as load-dependent service rate. Each job is served immediately, but at varying
service rate.

Both models are implemented in a simulation in Mathematica and compared
in their response time and queue length (including the number of jobs in ser-
vice). Simulation analysis strongly supports our presumption that restart is of
particular aid in managing highly loaded systems.

2 Basic Restart Model

The basic restart mode is very simple [y MWO06]. A task is started, and when
it has not completed at a threshold time, it isretried. The task is assumed to
complete according to some probability distribution, and it isassumed that each
retry terminatesthe previousattempt (synchronous, abortabletask execution in
[RvMWO06b]). One question to be asked is: In order to minimise the completion
time, what is the best time to restart? If long transmission times are caused
by congestion it might be wise not to restart too soon. Reducing the load in

UKPEW 2008 — http://ukpew.org/



Restart in Competitive Environments

20

a network may be the most efficient way to speed up transmission times. As
a consequence, different optimisations are possible and the restart time can
be selected in different ways. In earlier work we have studied static as well
as adaptive timeout selection algorithms [RvMWO06a] and their effect on the
transmission time.

One practical instance of this model is restart as employed in a Web Services
Reliable Messaging implementation: The WSRM source sends SOAP messages
to the WSRM destination using a SOAP transport. The most common SOAP
transport is the HTTP. The WSRM destination acknowledges received SOAP
messages to the WSRM source. If the WSRM source does not receive an ac-
knowledgement for a message before a timeout elapses, it resends this message.
In this scenario, retransmissions may be triggered by message loss and by de-
layed transmissions, e.g. due to stalling TCP connections. The WSRM source
must determine a timeout that ensures fast transmission of messages. However,
if the timeout is set too low, overload may result.

It should be noted that this example presents a simplified view on WSRM. In
general, the WSRM source cannot abort previous transmissions; furthermore,
WSRM implementations usually send several messages in parallel instead of
sequentially.

3 Single Server Queueing Model

In the simple single server queueing model we assume that jobs can arrive from
different sources at different rate. Since the arrival process to the queue is a
renewal process we can compute the arrival rate as the sum of the rates of the
single arrivals and simply consider one arrival stream. For the time being the
restart timeout is identical for all arrival streams and is based on the overall
response times.

Figure 1: Single server queueing model

Che single server queueing system is shown in Figure 1. Jobs arrive at rate A =
' ; \i to the queue. Each job draws a randomly distributed service time. While
waiting in line, the timeout value for the job is decreased. It can happen that
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even before the job enters service the timeout expires and the job is reinserted
into the queue using a newly drawn random service time.

For exponentially distributed interarrival and service times this situation cor-
responds to a reordering of the queue, which should not have any effect on the
mean response time.

The model has the disadvantage that job response times consist of the service
time and the waiting time. With a restart the service time is newly drawn
from a distribution, but the waiting time depends on the length of the queue.
Even a shorter service time upon the next trial may in some cases not coincide
with a shorter job response time. It has the advantage that in the simplest
case, when interarrival as well as service times are exponentially distributed, it
corresponds to an M/M/1 queueing system. This M/M/1 queue could easily be
solved analytically, would not restarts complicate matters.

Other authors use several queues [MMO04], while we in this model assume jobs
to return to the same queue using the same server. In our solution algorithm
we simulate a queueing system with exponentially distributed interarrival time,
one server, restarting jobs and an arbitrary service time distribution.

4 Degrading-Rate Inbnite Server Queueing M odel

We arrive at our second model from a system perspective: There is one server
with service rate p and m agents, each generating jobs with an arrival rate
A. Every job arriving at the server is immediately served, i.e. there is no
queueing involved. In contrast to the well-known M|M|oo and M|M|m queues,
the service rate of the server is shared among all simultaneously served jobs, i.e.

pi=E fori=1,2,...,m jobs.
1

Each job generated by an agent k is assigned a timeout 7. Jobs that do not
finish within the timeout are removed from the system and restarted. We model
restart by drawing a new service time.

This model addresses the competitive aspects involved when restart is applied
by several parties accessing the same resource. In particular, it promises to offer
the following benefits over the single-server queueing model:

(1) It allows us to study the effects of incomplete knowledge on the part of the
agents, since each agent bases its restart timeout only on observations of its own
completion times.

(2) It models the effects of high load directly, by sharing the available capacity
between all agents, and reducing the service rate accordingly.

(3) It is open to extensions modeling more complex job characteristics. For
instance, one may consider jobs that comprise a (randomly drawn) ‘thinking
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period® during which the job does not occupy server resources (i.e. u = k =
W/(k-wy), Where 0 < wy < k is the number of ®hinkingOjobs). Such periods
may be observed with e.g. TCP connections that stall during connection setup
[KRO1, RvMW06a, RvMW06b, RW(08].

On the other hand, the model is much more complex. In particular, it may not
lend itself easily to elegant solution techniques. Furthermore, we note that this
model is not fully developed yet and may perhaps be reduced to a system of m
parallel queues with load-dependent servers.

5 Analysis and Comparison of the M odels

We have implemented both models in Mathematica simulations. In this section
we show results from both implementations.

In both models we use the Lognormal distribution for the work requirement
of a job, or the service time distribution. We parameterise the Lognormal
distribution such that the squared coe! cient of variation equals 12, i.e. is quite
large. The parameters ;4 and ! of the Lognormal distribution are set to = 0.3
and ! = 2. Thisimplies that the expected service time E[S] = 10.

With exponentially distributed interarrival times the brst model correspondsto
a modibed M/ G/ 1 queue. Jobs arriva at rate " = 0.08. The utilisation of this
queue, ignoring the restarts, then is#= E[S]-" = 0.8. Within the mission time
of 10000 time units the queue could process 698 jobs while using 288 restarts.
The mean job completion time equals 3.22. Of interest is the evolution of the
queue length as well as the value of the timeout $. Both are shown in Figure 3
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Figure 2: Histogram of completion times with (left) and without (right) restart
and " = 0.08

Without using restart the queue could process slightly more (713) jobs, but the
mean response time was 169.93. This is due to some large outliers as shown in
the histogram on the right hand side in Figure 2. In the given scenario with

time
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relatively low load one clearly benefits from using restart. The queue length
when using restart is much shorter and the mean completion time is much less.
The restart timeout 7 mostly stays below 30, which means that jobs are aborted
after relatively short time. On the average almost every second job is restarted
once and apparently the probability of sampling a short service time after few
restarts is quite high.

70

60 - queue length w restart——

timeoutr -
0 queue length w/o restart-—--

30
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time

Figure 3: Queue length and timeout value for A = 0.08

To evaluate the impact of higher load the arrival rate of jobs was increased to
A = 0.095, leading to a utilisation of p = 0.95 when ignoring restarts.

Without restarts 726 jobs are processed with a mean completion time of 211.26.
The histogram looks similar to the one in Figure 2 on the right with slightly
more frequent large values. It is omitted here.

Using restart the performance indicators of the queue are almost unchanged.
The mean response time of jobs is 3.09191 and the queue has processed 878
jobs with 320 restarts. It should be noticed that these numbers are based on
single simulation runs and are therefore within the normal limits of randomness.
The graphs are omitted here as they are similar in structure to the ones shown
above.

In this model increasing the load has an impact on completion times when not
using restart, but with restart the system seems not to suffer.

The second model we ran for 10000 time units. In each run a constant num-
ber of agents was used, while increasing the number of agents in consecutive
evaluations. Each agent draws a work requirement for its jobs from the same
distribution. The agents process their work in a processor sharing fashion. Af-
ter completion of a job, the agent pauses randomly a short time interval (or
none) and then draws and processes the next job. We compare results with
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Figure 4: Mean job completion times in the second model

and without restart, only using our QEST algorithm [vMWO06] to determine the
restart interval length.

The results are shown in Figure 4. The solid lines show the mean completion
time of the jobs when using the number of agents as indicated on the x-axis,
competing for the server. Clearly, the mean completion time per job increases
when more agents share the server. But, interestingly, this increase is much
less when agents are allowed to restart their job in case it takestoo long. The
dotted curve shows the average number of restarts an agent performs during
its working time of 10000 time units. Initially, the number of restarts an agent
performs increases, saturating at around 130 restarts.

Figure 5 shows the number of jobs that can be processed by the system in total
when using the number of agents as given on the x-axis and with or without
using restart. Using restarts a bxed number of agents is able to complete up
to a factor 3 as many jobs. The number of restarts in Figure 4 can now be
interpreted as follows. If 20 agents are using a server they process in total
roughly 7500 jobs, so each agent can complete on the average 375 jobs. While
executing those 375 jobs the agent uses roughly 130 restarts. On the average
almost one out of three jobs experiences a restart.

If there are only 10 agents in the system, each agent applies the same number
of restarts (roughly 130), but each agent processes on the average 650 jobs,
resulting in a total of 6500 jobs, so the agent will restart only onein 5 jobs.

As the system becomes more congested restart is applied more frequently, re-
sulting in an only mildly increasing completion time with an increased process-
ing capacity in terms of the number of completed jobs. Concluding from this
analysisrestart should be favoured more strongly the more congested a system
becomes.
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Figure 5: Number of jobs completed within the mission time

Comparing the two models is not straight forward. The simple queueing model
can be seen as an implementation of the second model with only one agent.
Then job completion times with restart are in a similar order of magnitude.

6 Conclusion

In this short paper we have presented two different queueing models designed to
analyse the effects of restart in a heavily loaded environment. We want to study
the effects of restarted jobs on job completion time aswell ason the system load.

The brst model is a single server model, corresponding in the simplest case to
an M/ M/ 1 queue. The model is complicated by allowing jobs to drop out and
reenter the queue using a new randomly drawn service time. In this model the
queue length can be interpreted as system load, which can be studied together
with the response time. However, the response time as such is not a random
variable. Instead it depends on the waiting time aswell asthe servicetime. The
processing speed of the server is constant at all times and the response time of
a job depends on its service time as well as the waiting time in the queue. This
model is not able to represent slow processing due to congestion. Heavy load
will only show in long waiting times.

We therefore propose a second model, where all jobs are served simultaneously
in a round-robin, or processor sharing, fashion, leading to a load-dependent
service rate. The more jobs are in the system the slower the server becomes.
Here again jobs can drop out and return to the queue, immediately entering
service again.

The results from our models are promising, but this paper presents ongoing
work that leaves some questions unanswered.
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In particular the common special cases of the two models with similar results
still need to be identified.
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